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EXECUTIVE SUMMARY 

 

Organisations are rapidly adopting new technologies and information management practices to defend 

against, and ultimately transcend, the digital disruptors emerging across every industry. 

The sources from which data is being created or accessed is no longer exclusive to traditional 

applications and workloads. New technologies, third-party applications and mobile devices mean data 

is everywhere and constantly changing. Initiatives such as cloud, big data, mobile and social are no 

longer just buzz, but imminent. 

In response to mounting pressure from internal and external influences, IT is in the ideal position to 

define and lead their organisation’s digital transformation strategy. However, with the IT landscape 

continuing to evolve, it’s even more difficult to make sure the right data is at the right place, at the right 

time. 

The challenge is how to retain security, control and visibility of that data, at all times. 

 

Revera Cascade is a secure, simple and smart web-scale object storage platform. It delivers efficient 

and interoperable services to applications and users, direct from the cloud.  

The Cascade portfolio provides an extensive ecosystem to support existing content-centric applications 

and newer cloud use cases and workloads. New functionality and tools organise data, extract 

intelligence and safely share it with a globally dispersed workforce, all through a single point of visibility 

and control. The platform allows organisations to be more efficient and optimise costs. They can move 

data to lower-cost storage in New Zealand, offshore to a public cloud provider, or a combination of both. 

Cascade includes an integrated portfolio of offerings to service a wide range of information management 

use cases. From traditional and sustaining applications, to emergent and disruptive technologies.  

 



 

 

INTRODUCTION 

In this white paper 

This white paper covers: 

 How Cascade provides the ideal ecosystem to support existing content-centric applications 

and newer cloud use cases and workloads. 

 The Cascade-based functionality and tools to help organise data.  

 How to extract intelligence and share it safely with a globally dispersed workforce - all through 

a single point of visibility and control. 

What is Cascade? 

Cascade is a secure, multipurpose and distributed object-based storage system.  

Based on the Hitachi Content Platform, Cascade is designed to support large-scale repositories of 

unstructured data. This smart web-scale solution enables IT organisations and cloud service providers 

to store, protect, preserve, retrieve and distribute unstructured content with a single storage platform.  

Cascade supports multiple levels of service and readily evolves with technology and scale changes. 

With a vast array of data management, data protection and content preservation technologies, it can 

significantly reduce resource requirements. It can even eliminate its own tape-based backups or 

backups of edge devices connected to the platform. 

Cascade removes the need for a silo approach to storing unstructured content. It features:  

 Massive scale  

 Multiple storage tiers  

 High reliability  

 Multitenancy with configurable attributes for each tenant 

By dividing the system into multiple, uniquely configured tenants, administrators create "virtual content 

platforms". These can be further subdivided into namespaces to organise content, policies and access.  

Cascade supports leading APIs, thousands of tenants, tens of thousands of namespaces, and 

petabytes of capacity. It also supports hybrid cloud configurations based on integration with leading 

public cloud services. Cascade is truly cloud ready. 

  



 

 

THE CASCADE PORTFOLIO 

Unique from the competition, Revera offers an integrated portfolio of object storage products.  

 

An integrated solution 

The Cascade portfolio supports existing content-centric applications and newer cloud use cases and 

workloads. It also incorporates secure hybrid cloud storage to react faster to change and optimise costs.  

Cascade includes a number of integrated products and solutions as well as an expansive set of 

independent software vendor (ISV) partners and broad protocol support. 

Cascade serves as the single foundation for storing data from multiple applications and data sources. 

Through its flexible architecture, it supports traditional applications (for example, file, email, recordings, 

database, Microsoft SharePoint and medical images).  

It also serves as the repository for newer Web 2.0, Amazon Simple Storage Service (S3) enabled cloud, 

big data, mobile sync and share, remote and branch office, and file and open source application data. 

All from a single point of management. 

Combining the solutions within the Cascade portfolio bridges the gaps between traditional IT, cloud, 

and next-generation technologies that extend IT beyond the data centre. 

 

  

The “Cloud Storage Platform” transforms existing cloud investments, 
including private clouds or hybrid cloud architectures. A rich feature set 
and extensive ecosystem allows organisations to be more efficient, and 
optimise costs. Data can be moved to lower-cost storage in New Zealand, 
offshore to a public cloud provider or to a combination of both.

A “Secure, Enterprise File-Sync-and-Share” solution. Cascade 
Anywhere improves workforce productivity with a corporate-
delivered file synchronisation and sharing tool. This allows for secure 
access and sharing across mobile devices, tablets and browsers.

A "Cloud Storage Gateway”. Cascade Gateway gets organisations up and 
running quickly with a low cost, easy to implement, file serving solution. 
This product can also act as a caching solution for higher performing 
applications.

Cascade 

Cascade 

Anywhere 

Cascade 

Gateway 



 

 

Common use cases 

Cascade is a single platform designed to handle compliance use cases as well as extreme density. 

Applications written to Cascade work seamlessly, regardless of whether Cascade is located in the same 

data centre or in the cloud.  

Some common use cases are described below: 

Use Case Description 

Archiving Archiving is a common and important use for object storage. Cascade provides 

economical scalable storage and advanced data protection, removing the need for 

backup. Over 140 different applications have directly integrated to Cascade to 

archive a variety of data types. These include email, call data records, document 

management data, healthcare records, medical images, media and entertainment 

files, and inactive files from file systems. 

Regulatory 

Compliance and 

Discovery 

Cascade adds value to archiving with an advanced set of features for retention 

management, legal hold and automatic data disposition. It helps organisations meet 

compliance regulations, such as SEC 17a4 and Dodd-Frank. It also combines built-

in custom metadata query and content search from applications. Cascade allows 

administrators to identify data sets which are subject to litigation and automatically 

execute legal holds to prevent deletion. 

Backup Reduction 

and Optimisation 

Archiving is often used to remove data that will no longer be changing, from the 

backup stream. Organisations are taking this concept further to store backup 

images to Cascade. Compression, efficient data protection and faster data recall 

rates provide value beyond backup storage, to tape or expensive block 

deduplication appliances. 

Storage for Cloud 

Applications 

Many new applications are being developed which leverage lightweight, web and 

cloud-friendly REST APIs to target private, public or hybrid cloud storage. Object 

storage with Cascade is capable of presenting these APIs with simple, horizontally 

scaling storage that can tie a rich set of metadata along with each file. 

Unstructured Data 

Management 

Cascade provides capabilities that support policy-based data management. Policies 

can be defined to move data between different classes of storage within a Cascade 

cluster or external to the cluster. They can target popular public cloud services such 

as Amazon, Microsoft Azure and Google. Cascade can be a broker of these cloud 

services, moving data between the services while providing a level of API 

abstraction for the REST application. Cascade provides methods to control 

geographical placement of data for disaster recovery protection and data 

distribution. By having the most advanced architecture for custom metadata and 

built-in query capabilities, Cascade is well positioned to act on this information and 

lead in a new age for data management. 

Cloud Service 

Enablement 

Many IT organisations are revamping their service delivery models to align with 

growing public cloud service models. Similarly, Tier 2, regional or vertical industry-

specific service providers are scrambling to do the same. For these groups, 

Cascade object storage is an excellent choice, offering a variety of popular rest 

APIs and service differentiating features. Cascade is part of a tightly integrated 

portfolio of cloud service applications, including Cascade Anywhere for file sync and 

share, and Cascade Gateway for file cloud gateway capabilities. The portfolio 

provides a quick start to cloud service consumption. 

Big Data Storage By its very nature, big data involves massive quantities of mostly unstructured data. 

Organisations want to unleash strategic value from this data through analysis. 

Cascade safely, securely and efficiently stores this data. Cascade’s advanced 

metadata architecture can bring structure to unstructured data. This allows analytics 

applications to query for specific subsets of data, hastening analysis and improving 

results. 

File Services and 

Content Distribution 

Cascade Gateway combines with Cascade to deliver elastic and backup-free file 

services (NFS or CIFS) to the data centre. When a file is written to Cascade 



 

 

Gateway, it is automatically migrated to Cascade. Once there, it’s not only 

protected but also visible to other Cascade Gateways. Recent files stay in the 

Cascade Gateway file system until free space is needed, creating an “elastic 

cache.” Periodically, Cascade Gateway converts inactive files to pointers 

referencing the object on Cascade. Cascade Gateway drastically simplifies 

deployment, provisioning and management. It eliminates the need to constantly 

manage capacity, utilisation, protection, recovery and performance of the system. 

File Sync and Share 

Cloud Platform 

Cascade Anywhere provides a secure alternative to consumer-grade or less secure 

publicly consumed tools. With Cascade Anywhere, you can enable a more 

productive workforce with a file synchronisation and sharing tool. This is delivered 

from the corporate level, to allow for secure access across mobile devices, tablets 

and browsers. End users simply save a file to Cascade Anywhere and it 

synchronises across their devices. These files and folders can then be shared via 

hyperlinks. Because Cascade Anywhere stores data in Cascade, it is protected, 

compressed, single-instanced, encrypted, replicated and access-controlled. 

Cascade Anywhere also provides enterprise data mobility by enabling mobile 

access to data in NAS and Microsoft SharePoint storage. 

 

Values and differentiators 

The Cascade architecture is a comprehensive set of features and capabilities designed to ingest and 

track information across multiple sources and media types. It simplifies access, search and analysis.  

It also eases management, improves data protection and lowers costs. These values are enabled 

through the following features: 

Feature Description 

Multiprotocol and 

heterogeneous access 

Accommodates legacy applications that use NFS, CIFS, SMTP or WebDAV, 

and those that use modern RESTful APIs including S3, Swift or REST for 

Cascade. Users can write data using any supported protocol and then read 

data back with another. 

Construct hybrid storage 

pools 

Using Cascade’s adaptive cloud tiering (ACT) functionality, manage a single 

storage pool using any combination of server disks, Ethernet attached 

Cascade Storage or a mix of public cloud services. This includes Amazon S3, 

Google Cloud Storage, Microsoft Azure or Revera Vault for Content Archiving, 

or any S3-enabled cloud service. 

Multitenancy for 

application isolation 

With thin provisioning and capacity quotas, divide your storage resources into 

thousands of independent tenant and namespace areas, each with 

independent administration and assigned users. 

Powerful service plans Define cradle-to-grave data management plans that govern an object’s 

protection class, access speed and disposition policies. 

Compliance storage 

modes 

Satisfy regulatory requirements that require immutable, undeletable “write 

once, read many” (WORM) storage, guaranteed authenticity or proof of chain 

of custody. 

Extensible metadata and 

search 

Create and modify custom metadata at any time during an object’s life cycle. 

Multiple authors can have separate sections of custom metadata. Use the API 

or search console to locate objects for application and analytical use, or to 

automatically apply legal holds. 

Performance A unique shared-storage architecture that is equally adept at serving small or 

large objects. 

Global access topology Read or write data from any site and control where cached copies reside. 

Share data, but ensure it is hosted within country or continent boundary. 



 

 

Portfolio breadth Go beyond the simple archive; choose tightly integrated sync-and-share, file 

gateway and backup solutions, or select applications from more than 100 ISV 

partners. 

Data protection and 

security 

Capabilities include erasure coding, redundant copy control, AES256 

Encryption, 2048-bit SSH service keys, SSL and certificates. 

Data durability and 

efficiency 

Content verification services, sophisticated self-repair, multisite replication, 

deduplication and compression. 

 

  



 

 

ARCHITECTURE OVERVIEW 

Cascade cloud storage software is deployed on servers called data nodes. As a cluster, these nodes 

virtualise and federate the back-end capacity supplied by Cascade Storage, block, file or public cloud 

object sources. Each data node in the Cascade system runs a complete software stack made up of the 

appliance operating system and the Cascade core software. All data nodes run an identical software 

image to ensure maximum reliability and fully symmetrical operation of the system. Cascade data nodes 

can serve as both an object repository and an access point for client applications. They can also take 

over the functions of other nodes in the event of node failure. 

A Cascade system is inherently a distributed system, spreading key functions, such as metadata 

management and storage placement, across all nodes. To process incoming client requests, software 

components on one node interact with components on other nodes through a private back-end network. 

All runtime operations are distributed among the access nodes. As such, no single node becomes a 

bottleneck since each node bears equal responsibilities for processing requests, storing data and 

sustaining the overall health of the system. They work cooperatively to ensure system reliability and 

performance. 

The Cascade distributed processing scheme allows it to scale linearly to accommodate growth in 

capacity or application clients. When a new node is added to the Cascade system, the cluster 

automatically integrates that node into the overall workflow, without manual intervention. 

By incorporating support for off-site public cloud storage targets, Cascade encourages adoption of 

hybrid cloud configurations, which can lower the costs of storing older less-active data. By trading a 

little performance and latency, organisations gain near instant capacity elasticity, while retaining a single 

point of management for both new and old data. 

Figure 1. Cascade Architecture 
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Shared storage 

Shared storage lets organisations make hardware investments based on application need rather than 

an artefact of architecture design. For example, as the number of clients grow, there is generally a 

proportional increase on the Cascade workload. Cascade data nodes are scaled to linearly improve 

small object performance and large object throughput, or increase CPU power available to Cascade 

search and data services. 

Alternatively, an organisation may decide to tackle a new application that needs to store larger media 

or video files. In this case, Cascade is not driving a lot of new I/O as much as it is directing many large 

files. In this case, additional Cascade Storage can quickly add several petabytes to their virtualised 

storage pool.  

Cascade data nodes and Cascade Storage are networked through a combination of 10Gb Ethernet 

ports and VLANS in a loosely coupled architecture. Cascade Storage is particularly well suited for 

storage scaling. 

Consistency 

Cascade spans multiple geographical sites. When considered from a single site perspective, Cascade 

design favours consistency and availability as defined by Brewers CAP theorem1. The theory postulates 

that a distributed system of nodes can satisfy at most two of these three properties: 

 

 

 

Within a single site, Cascade will never return stale data, which is useful for applications that require 

strong data consistency. While Cascade can handle many forms of partition failure, it does require that 

a majority of the Cascade data nodes (total nodes/2+1) be available and communicating with each other 

in order to take write requests. Reads can be processed with as few as one surviving node. 

When a Cascade deployment spans two or more sites, supporting an active-active global namespace, 

Cascade favours data availability and partition tolerance over strict consistency. This is the favoured 

model for public cloud deployments and is referred to as an eventually consistent model. In response 

to a whole site outage, Cascade may deliver data from a surviving site that was not yet consistent with 

the failing site. This effect is a result of asynchronous replication, but minimised by Cascade’s global 

access topology, which performs hyper-replication of metadata. 

Hyper-replication is possible because each Cascade system maintains a separate structure for object 

data versus object metadata. When an application writes an object, metadata is stored in a separate 

but parallel branch of Cascade’s internal file system. This physical separation enables many unique 

capabilities, including better data consistency between sites because Cascade prioritises metadata 

Consistency:  All nodes see the same data at 
the same time.

Availability:  Every request receives a 
response about whether it was successful or 
failed, guaranteed.

Partition tolerance:  The system continues to 
operate despite arbitrary message loss or 
failure of part of the system. 



 

 

replication over replicating the actual object. Intersite consistency is therefore less affected by network 

speed or object size. Participating sites are more quickly aware of new or modified objects.  

A physically separate structure for metadata is also key to Cascade search, tiering and fencing 

capabilities, which are discussed later in this paper. When all sites are optimal, each Cascade instance 

can respond to I/O requests with local resources and remain unaffected by the speed or latency of the 

WAN interconnecting sites. 

Capacity 

Cascade supports configurations exceeding 2.9 exabytes. Harnessing the full potential of Cascade’s 

scalable storage capabilities begins with great multitenancy management, delegation and provisioning 

features. There is no need to pre-purchase or reserve storage for specific applications. Rather, buy a 

modest amount upfront and grow capacity incrementally as demand increases. Manage in general 

terms, using quotas and billing what is actually consumed instead of what might be consumed in the 

future. Service options are available that appeal to data usage patterns, such as versioning, compliancy 

and automated tiering plans to lower the costs of carrying older data.  

 

 

 

  



 

 

Administration 

These Revera management roles cannot read or write data, but they do control 

how physical storage resources are virtualised and monitored. They design 

service plans to govern data placement, how it ages and how it is retired. 

These managers prioritise system services, create tenants and delegate 

control over capacity using a quota system. 

Tenants provide management and control isolation at an organisational level, 

but are bound by policies set forth by the system-level administrator. A tenant 

typically represents a company or a department within a company that uses a 

portion of a repository. A tenant can also be an individual person. A Cascade 

cluster can have many Cascade tenants, each of which can own and manage 

many namespaces. 

There is a separate client administrator for each tenant, creating and managing 

namespaces for application use at a micro level. They control namespace 

capacity through quotas, define user membership, access protocols and 

service policies. They define which users can read, write, delete or search a 

namespace. The Cascade system-level administrator controls the number of 

namespaces each Cascade tenant can create. 

This is the smallest unit of Cascade multitenancy capacity partitioning. 

Namespaces are thin provisioned and carved from the common virtualised 

storage pool. Namespaces provide the mechanism for separating the data 

stored by different applications, business units or customers. Access to one 

namespace does not grant a user access to any other namespace. Objects 

stored in one namespace are not visible in any other namespace. Namespaces 

provide segregation of data, while tenants provide segregation of 

management. 

Applications access Cascade namespaces through Cascade REST, S3, Swift, 

WebDAV, CIFS (SMB 3.1.1), NFS v3 and SMTP protocols. These protocols 

can support authenticated and/or anonymous types of access. When 

applications write a file, Cascade conceptually puts it in an object container 

along with associated metadata that describes the data. Although Cascade is 

designed for WORM access of information, namespaces can be enabled with 

versioning to permit write and re-write I/O semantic. 

Figure 2. Cascade Hierarchy 
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With the web-based overview dashboard, the system-level administrator can 

quickly assess Cascade cluster status. The single pane summary displays 

color-coded health alerts, data services, major events and the total capacity 

consumed by all tenants and namespaces. Use one-click drill down into any 

of the 500+ alerts or events, enable email notifications or system logging 

(syslog). 

The overview dashboard for a tenant administrator displays a summary of 

events, and the sum total capacity consumed by all its defined namespaces. 

The panel provides one-click drill down into any events, which are also 

forwarded to an email address. 

Each tenant administrator is delegated with authority over an allotted 

capacity. These templates help them create namespaces, configure 

permitted protocols, set capacity quotas and policies for retention, 

disposition, indexing and search. Optionally, configuration can be carried out 

through REST API or Microsoft PowerShell utilities. 

The tenant administrator is always permitted to create namespaces with an 

enterprise retention policy. While normal users cannot delete objects under 

enterprise retention, a tenant admin can be empowered to perform audit-

logged privileged deletes. 

The tenant administrator can be permitted to create namespaces with a 

compliance retention policy. Objects under compliance retention cannot be 

deleted through any user or administrative action until their expiry date. 

Industry-specific regulations sometimes mandate immutable compliance 

modes to protect electronic business records. Use this mode with care since 

even experimenting can create permanent undeletable content. 
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OBJECT STORAGE ARCHITECTURE 

Cascade is an object storage platform. Its architecture means it is more efficient, easier to use, and 

capable of handling much more data than traditional file storage solutions. Cascade automates day-

to-day IT operations and can readily evolve to changes in scale, scope, applications, storage, server 

and cloud technologies over the life of data. In IT environments where data grows quickly or must live 

for years, decades or even indefinitely, these capabilities are invaluable. 

Object container structure 

A Cascade object is composed of fixed-content data (a user’s file) and electronic “sticky notes” called 

metadata. Metadata describes the fixed-content data, including its properties. All the metadata for an 

object is viewable, but only some of it can be user-modified. The way metadata can be viewed and 

modified depends on the namespace configuration, the data access protocol and the type of 

metadata. Cascade metadata types include system metadata, and optionally, custom metadata and 

access control list (ACL). 

An exact digital copy of a written file which is “fingerprinted” upon ingest 

using a hashing algorithm: MD5, SHA-1, SHA-256 (default), SHA384, SHA-

512 or RIPMD160. These files become immutable after being successfully 

stored in a virtual storage pool. If the object is under retention, it cannot be 

deleted before the expiration of its retention period (see compliance modes). 

If versioning is enabled, multiple versions of a file can be retained. 

Composed of 28 properties that include: 

 The date and time the object was added to the namespace (ingest 

time). 

 The date and time the object was last changed (change time). 

 The cryptographic hash value of the object along with the 

namespace hash algorithm used to generate that value. 

 The protocol through which the object was ingested. 

It also includes the object's policy settings, such as the number of redundant 

copies, retention, shredding, indexing and versioning. POSIX metadata 

includes a user ID and group ID, a POSIX permissions value and POSIX time 

attributes. 

Optional, user-supplied descriptive information about a data object that is 

usually provided as well-formed XML. It is utilised to add more descriptive 

details about the object. This metadata can be utilised by future users and 

applications to understand and repurpose the object content. Cascade 

supports multiple custom metadata fields for each object. 

Optional, user-supplied metadata containing a set of permissions granted to 

users or user groups to perform operations on an object. ACL’s control data 

access at an individual object level and are the most granular data access 

mechanism. 
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Store objects 

Cascade access nodes share responsibility for knowing where content is stored. Cascade stores fixed 

content file data separately from its metadata, placing them in separate parallel data structures. For 

scaling purposes, Cascade data nodes also maintain a hash index. This is a sharded database that is 

distributed among all Cascade data nodes. The hash index provides the content addressable lookup 

function to find data. Each node is responsible for tracking a subset of the index called a region, which 

tells it where to find data and metadata. 

Upon receiving a new file, any receiving node is able to write the fixed content file portion to storage it 

owns, as directed by the assigned service plan. It then computes a hash of the pathname, adds it to the 

object’s system metadata along with the object’s location, and forwards it to the node responsible for 

tracking the hash index region. Cascade protects its index with a metadata protection level of 2 

(MDPL2), which means it will store two copies, saved on different nodes. There is one authoritative 

copy, and at least one backup copy. A write is not considered complete until all MDPL copies are saved. 

The actual file is stored in a storage pool defined by the tenant administrator. Storage pools can be 

constructed with disks inside a Cascade data node or Cascade Storage. 

Read objects 

Upon receiving a read request file, the Cascade node computes a hash using the objects pathname. If 

it manages the particular hash index region, it can look up the object’s location and fulfil the request. If 

it doesn’t manage the hash region it can query the owner node for the file’s location. In the case of a 

node failure, it can query the node with the backup hash index. In the case of a whole site failure, DNS 

can redirect the request to any surviving cluster participating in namespace replication. 

Protocols and SDK 

While Cascade supports 100% of the S3 and Swift API operations needed for CRUD programming 

(create, read, update and delete), many new cloud applications being developed still favour its native 

REST Protocol for Cascade. This protocol is more full-featured than S3 and Swift, providing insight into 

Cascade’s physical infrastructure, its powerful retention, multitenancy, search and metadata 

capabilities. 

To ease the transition to REST, developers can choose the JAVA SDK for Cascade, complete with 

libraries, builder patterns and sample code. The SDK provides a fast track path to new applications that 

need to operate at a global scale, and with users who expect access from virtually any device that 

supports a network connection. 

For those not quite ready to shed their old file access methods, Cascade supports four legacy protocols 

that include NFS v3, CIFS (SMB 3.1.1), SMTP and WebDAV. Anything written with these APIs can also 

be accessed with any of the REST API, with directories and filenames intact. 

Cascade services 

Cascade implements 13 background services, which are listed in Table 1. These services work to 

improve the overall health of the Cascade system, optimise efficiency and maintain the integrity and 

availability of stored object data. Services can run either continuously, periodically (on a specific 

schedule), or in response to certain events. The system-level administrator can enable, disable, start 

or stop any service and control the priority or schedule of each service. These controls include running 

a service for longer periods, running it alone or assigning it a higher priority. Control runtime system 

loading by limiting the number of threads that the service can spawn, using simple high, medium and 

low designations. 

All scheduled services run concurrently but autonomously to each other enabling each service to 

simultaneously work on different regions of the metadata database. Each service iterates over stored 

content and eventually examines the metadata of every stored object. On a new Cascade system, each 

service is scheduled to run on certain days during certain hours. If a particular service completes a full 



 

 

scan in the allotted period, the service stops. If it does not finish, the service resumes where it left off at 

its next scheduled time slot. After completing a scheduled scan interval, the service posts a summary 

message in the Cascade system event log. 

Table 1. Cascade Services 

Service Description 

Capacity Balancing Attempts to keep the usable storage capacity balanced (roughly equivalent) across 
all storage nodes in the system. If storage utilisation for the nodes differs by a wide 
margin, the service moves objects around to bring the nodes closer to a balanced 
state. 

Compression Compresses object data to make more efficient use of physical storage space. 

Content Verification Guarantees data integrity of repository objects by ensuring that a file matches its 
digital hash signature. Cascade repairs the object if the hash does not match. It 
also detects and repairs metadata discrepancies. 

Deduplication Identifies and eliminates redundant objects in the repository, and merges duplicate 
data to free space. 

Disposition Automatic clean-up of expired objects. A namespace configuration policy 
authorises Cascade to automatically delete objects after their retention period 
expires. 

Garbage Collection Reclaims storage space by purging hidden data and metadata for objects marked 
for deletion, or left behind by incomplete transactions (unclosed NFS or CIFS 
files). 

Scavenging Ensures that all objects in the repository have valid metadata, and reconstructs 
metadata in case the metadata is lost or corrupted. 

Migration Migrates data off selected nodes or storage arrays so they can be retired. 

Protection Enforces data protection level (DPL) policy compliance to ensure the proper 
number of copies of each object exists in the system. 

Replication Copies one or more tenants from one Cascade system to another to ensure data 
availability and enable disaster recovery. 

Shredding (secure 
deletion) 

Overwrites storage locations where copies of the deleted object are stored in such 
a way that no data or metadata can be reconstructed, for security reasons. The 
default Cascade shredding algorithm uses three passes to overwrite an object. 

Storage Tiering Determines which storage tiering strategy applies to an object; and evaluates 
where the copies of the object should reside, based on the rules in the applied 
service plan. 

Geodistributed Erasure 
Coding 

Geodistributed erasure coding can be applied when Cascade spans three or more 
sites. This technology provides 100% data availability despite whole site level 
outages. Geo-EC deployments consume 25-40% less storage than systems 
deployed with simple mirror replication. 

  



 

 

Replication topologies and content fencing 

Cascade offers multisite replication technology called global access topology. With these bidirectional, 

active-active replication links, globally distributed Cascade systems are synchronised in a way that 

allows users and applications to access data from the closest Cascade site. Resulting in improved 

collaboration, performance and availability. 

Metadata-only replication allows replication of entire objects or just object metadata. A metadata-only 

strategy allows all clusters to know about all objects, but it controls placing object payload only where 

needed while saving on WAN costs. 

One practical use case for metadata-only replication is to create data fences, which allow organisations 

to share data, but ensure it stays hosted within a 

specific country or continent boundary. In this 

model, Cascade replicates metadata but 

withholds mass movement of data files. 

Applications at the remote end are able to see 

files and directory structures, search metadata 

fields and even write content. In all cases, the 

final permanent resting place for the object is at 

the source. Global access topology supports 

flexible replication topologies that include chain, 

star and mesh configurations. 

The replication process is object-based and 

asynchronous. The Cascade system in which the 

objects are initially created is called the primary 

system. The second system is called the replica. 

Typically, the primary system and the replica are 

in separate geographic locations and connected 

by a high-speed wide area network. The 

replication service copies one or more tenants or 

namespaces from one Cascade system to 

another. This propagates object creations, object 

deletions and metadata changes. Cascade also 

replicates tenant and namespace configuration, 

tenant-level user accounts, compliance and 

tenant log messages and retention classes. 

Search 

Cascade provides access to metadata and content search tools that enable more elegant and 

automated queries for faster, more accurate results. Through these features you can gain a better 

understanding of the content of stored files, how content is used and how objects may be related to one 

another. This understanding can help you to enable more intelligent automation, along with big data 

analytics based on best-in-class metadata architecture. 

Cascade software includes comprehensive built-in search capabilities that enable users to search for 

objects in namespaces, analyse a namespace based on metadata, and manipulate groups of objects 

to support e-discovery for audits and litigation. The search engine (Apache Lucene) executes on 

Cascade access nodes and can be enabled at both the tenant and namespace levels. Cascade 

supports two search facilities: 

1. A web-based user interface, called the Search Console, provides an interactive interface to 

create and execute search queries with “AND” and “OR” logic. Templates with dropdown input 

fields prompt users for selection criteria, such as objects stored before a certain date, or larger 

than a specified size. Clickable query results are displayed on-screen. From the search 



 

 

console, search users can open objects, perform bulk operations on objects (hold, release, 

delete, purge, privileged delete and purge, change owner, set ACL), and export search results 

in standard file formats for use as input to other applications. 

 

2. The metadata query API enables REST clients to search Cascade programmatically. As with 

the search console, the response to a query is metadata for the objects that meet the query 

criteria, in XML or JSON format. 

In either case, two types of queries are supported: 

 An object-based query locates objects that currently exist in the repository based on their 

metadata. This includes system metadata, custom metadata and ACLs, as well as object 

location (namespace or directory). Multiple, robust metadata criteria can be specified in object-

based queries. Objects must be indexed to support this type of query. 

 

 An operation-based query provides time-based retrieval of object transactions. It searches for 

objects based on operations performed on the objects during specified time periods. And it 

retrieves records of object creation, deletion and purge (user-initiated actions), and disposition 

and pruning (system-initiated actions). Operation-based queries return not only objects 

currently in the repository, but also deleted, disposed, purged or pruned objects. 

Each Cascade object supports up to 10 free-form XML metadata annotations up to 1GB total. This gives 

separate teams the freedom to work and search independently. An analytics team may add annotations 

specific to their applications, which are different from the billings applications. XML annotation can 

provide a significant advantage over simple key value pairs because the search engine can return more 

relevant results with XML. 

 


